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 Sampling and 
Probability   

■   You should understand the difference
between a sample and a population
( Chapter 1 ).   

■   You should know how to measure
central tendency, especially the mean
( Chapter 4 ).     
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112   CHAPTER 5 ■ Sampling and Probability

Lillian Gilbreth, a pioneer in the field of industrial and 
organizational psychology (Held, 2010), was such an 
introverted little girl that her parents homeschooled her 
until she was 9 years old. That home was a busy place, 
and little Lillian, the eldest of 9 children, often filled 
in for her ill mother. The hectic pace of life that had 
begun during Lillian’s childhood kept up for the rest of 
her life. She and her husband Frank Gilbreth, both of 
them efficiency experts, created a consulting business 
and had 12 children. The couple pioneered the use of 
filming people at work to analyze the motions needed 
to perform a task more efficiently and applied those 
same principles to helping their children manage their 
lives more effectively. 

After Frank died at a relatively young age, Lillian 
continued to support her family as an industrial con-
sultant (Association for Psychological Science [APS], 
2017). She did this in an era that allowed only her 
husband’s name to appear on the books they wrote 
together, out of fear of losing credibility if publishers 
advertised a female author! Frank had never earned a 
degree, but Lillian had a master’s degree from the Uni-
versity of California, Berkeley, and a PhD from Brown 
University.

California Monthly described Lillian Gilbreth as “a genius in the art of living” 
( Maisel & Smart, 1997). Her ability to think scientifically also helped her create small 
and large innovations for the home and workplace (Graham, 1999). Foot pedals on 
garbage cans and shelves in refrigerator doors (APS, 2017)? Thank Lillian Gilbreth. 
The “work triangle” in efficiency kitchens? Thank Lillian Gilbreth. The driving idea 
behind all these ideas was human efficiency. Efficiency is the driving idea behind sam-

pling as well. Why work harder when an easier way is readily available? 
Why study 400,000 people if 400 people, sampled properly, will yield 
the same information?

Samples and their Populations
Almost everything worth evaluating requires a sample, from voting 
trends to sales patterns to the effectiveness of flu vaccines. The goal of 
sampling is simple: Collect a sample that represents the population. As 

Lillian Gilbreth reminds us, efficient living and efficient sampling are both possible—
and far easier in theory than they are in practice.

There are two main types of samples: random samples and convenience samples.  
A random sample is one in which every member of the population has an equal chance of 
being selected into the study. A convenience sample is one that uses participants who are 
readily available, such as college students. A random sample remains the ideal and is 
far more likely to lead to a representative sample, but it is usually expensive and can 

Work Smarter, Not Harder! Sampling is a way to do things more 
 efficiently, based on principles that Lillian  Gilbreth—a pioneer in the field of 
 industrial and organizational psychology—and her husband Frank applied to raising 
a happy, if occasionally chaotic, family. The family’s lifestyle inspired two of the 
 children to later write the book Cheaper by the Dozen, which also became a pop-
ular film. Eleven of their 12 children are pictured here. Frank is on the far left and 
 Lillian is on the far right.
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MASTERING THE CONCEPT

5-1: There are two main types of samples in social
science research. In the ideal type (a random sample), 
every member of the population has an equal chance
of being selected to participate in a study. In the less
ideal but more common type (a convenience sample), 
researchers use participants who are readily available.

● A random sample is one
in which every member of
the population has an equal
chance of being selected into
the study.

● A convenience sample is
one that uses participants
who are readily available.
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CHAPTER 5 ■ Sampling and Probability   113

present a lot of practical problems. It is often almost impossible to get access to every 
member of the population so as to choose a random sample from among them. But 
we’ll also explore technologies, such as Amazon Mechanical Turk and other Internet 
tools, that offer new ways to obtain convenience samples from a more diverse sample 
of participants.

Random Sampling
Imagine that there has recently been a traumatic mass murder in a town, and that 
there are exactly 80 officers in the town’s police department. You have been hired to 
determine whether peer counseling or professional counseling is the more effective 
way to address the department’s concerns in the aftermath of this trauma. Unfortu-
nately, budget constraints dictate that the sample you can recruit must be very small—
just 10 people. How do you maximize the probability that 10 officers will accurately 
represent the larger population of 80 officers?

The best way is to randomly sample, or randomly select, 10 officers out of the 
80 officers. We don’t think randomly, so we can’t just pick 10 ourselves. The old- 
fashioned way is to number the officers from 1 to 80 and use a random numbers table 
like the one in Appendix B-7. Just pick a spot to start and follow a row or column, 
noting pairs of numbers between 01 and 80 until you have 10 officers.

More commonly, researchers use technology to choose a random sample. You can 
search online for a “random numbers generator,” or you can just go to our favor-
ite, randomizer.org (Urbaniak & Plous, 2013). Now in its fourth version, randomizer 
.org has been used over the years to generate almost 3 billion random numbers! We 
generated a list of 10 numbers by telling the site that we wanted one set of numbers, 
10 numbers per set, numbers ranging from 1 to 80, each number in the set being 
unique, and numbers sorted from least to greatest. We then clicked “RANDOMIZE 

Random Dots? True randomness 
often does not seem random. British 
artist Damien Hirst farms out the actual 
painting of many of his works, such as 
his famous dot paintings, to assistants. 
He provides his assistants with instruc-
tions, including to arrange the color 
dots randomly. One assistant painted a 
series of yellow dots next to each other, 
which led to a fight with Hirst, who said, 
“I told him those aren’t random. . . . Now 
I realize he was right, and I was wrong” 
(Vogel, 2011).
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114   CHAPTER 5 ■ Sampling and Probability

NOW!” and received the following numbers: 10, 23, 27, 34, 36, 67, 70, 74, 77, 78. 
You might be surprised that 4 of the 10 numbers were in the 70s. Don’t be. Random 
numbers are truly random, even if they don’t look random.

Random samples are almost never used in the social sciences because we almost 
never have access to the whole population. For example, if we were interested in study-
ing the effect of video games on the attention span of teenagers in the United Kingdom, 
we could never identify all U.K. teenagers from whom to choose a random sample.

Convenience Sampling
It is far more convenient (faster, easier, and cheaper) to gather teenagers from 
the local school than to take the time to recruit a representative sample—but 
there is a significant downside. A convenience sample might not represent the 
larger  population. Generalizability refers to researchers’ ability to apply findings from 
one  sample or in one context to other samples or contexts. This principle is also called 
external validity, and it is extremely important—why bother doing the study if it 
doesn’t apply to  anyone else? 

Fortunately, we can increase external validity through replication, the duplication of 
scientific results, ideally in a different context or with a sample that has different characteristics 
(sometimes called reproducibility). In other words, do the study again. And again. Then 
ask someone else to replicate it, too. That’s the slow but trustworthy process by which 
science creates knowledge that is both reliable and valid, and you’ll learn more about 
why replication is a more ethical approach to research in Chapter 9.

Liars’ Alert! We must be even more cautious when we use a volunteer sample 
(also called a self-selected sample), a convenience sample in which participants actively choose 
to participate in a study. Participants volunteer, or self-select, when they respond to 
recruitment flyers or choose to complete an online survey, such as polls that recruit 
people to vote for a favorite reality show contestant or hockey team. We see vol-
unteer samples in psychology research more and more as crowdsourcing becomes 
more popular. Crowdsourcing in research occurs when a research team solicits input from 
a very large group of people, usually recruited online. In one example, researchers col-
lected data from those who played an online game called Airport Scanner (learn 
about the app here: airportscannergame.com; Mitroff et al., 2015). In this study, lit-
erally millions of participants searched for dangerous items, like dynamite, that only 
rarely showed up. The billions—yes, billions—of data points that resulted allowed 
researchers to understand what affects our ability to visually search for rare occur-
rences. On the one hand, only with the Internet can we have so many participants 
and data points. On the other hand, we must be cautious because, as summarized by 
a journalist, these researchers explained that “collecting data through crowdsourcing 
means researchers have no control over who is playing” (American Psychological 
Association [APA], 2014).

There is a growing number of outlets for online data collection, including com-
panies like Prolific Academic (prolific.ac), FindParticipants (findparticipants.com), 
and Call for Participants (callforparticipants.com), as well as some free sites,  including 
ever-changing Reddit subthreads (Buhrmester et al., 2018). Perhaps the most  
popular—and controversial—online tool, however, is Amazon  Mechanical Turk 
(MTurk.com), an online network where anyone can recruit people to complete tasks 

● Generalizability refers to
researchers’ ability to apply
findings from one sample
or in one context to other
 samples or contexts; also
called external validity.

● Replication refers to the
duplication of scientific
results, ideally in a different
context or with a sample that
has different  characteristics
(sometimes called
reproducibility).

● A volunteer sample, or
self-selected sample, is a
special kind of convenience
sample in which participants
actively choose to participate
in a study.

● Crowdsourcing refers to
when a researcher solicits
input from a very large
group of people, usually
recruited online.

DATA 
ETHICS
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CHAPTER 5 ■ Sampling and Probability   115

for a small fee. For psychology, MTurk has become a common place for  researchers 
to sample a more representative group of research participants and to collect data 
much more quickly than is possible with traditional samples ( Bohannon, 2016). 
 Anyone can sign up for a free account, provide basic demographic information, 
and participate in online surveys for monetary payment. Behavioral scientists’ use of 
MTurk to recruit participants has grown so rapidly that in some journals, particularly 
in social psychology, almost half of published papers included at least one MTurk 
sample (Buhrmester et al., 2018).

There has been ongoing discussion about the validity and reliability of sampling 
participants in this way (e.g., Buhrmester et al., 2011). For many studies, it seems 
as though sampling using MTurk eliminates the bias of sampling only college 
students, which is often the convenience 
sampling option for many psychological 
researchers. Despite this apparent advan-
tage, MTurk and other tools like it are still 
volunteer sampling procedures. Likewise, 
the  limitations of using an online volun-
teer  sample remain, and ethical researchers 
must use caution.  Volunteer samples may 
be very different from a randomly selected 
sample. The information that volunteer 
 participants provide may not represent the 
larger  population in which we are really 
interested. Think about the  crowdsourcing 
example. How might people who play 
Airport Scanner online be different from 
the general population?

In addit ion, these tools  are sub-
ject to fraud. Researchers have noticed 
an increase in random responses from 
MTurk  participants, including apparently 
 randomly selected numbers and responses to 
 open-ended questions that don’t make sense, 
such as “NICE!” (Bai, 2018). These responses 
are likely from bots—that is, web “robot” 
software that responds automatically. Indeed, GPS coordinates sometimes indicate that 
many responses come from the same location.

Finally, ethical concerns arise with respect to the participants, often called  Turkers. 
Some note that their hourly pay amounts to far less than study participants who are 
paid through other means and is less than the minimum wage in countries such as 
the United States and Canada (DeSoto, 2016). Others point out that the online nature 
of MTurk may not completely protect Turkers’ privacy and anonymity  (Bohannon, 
2016). For those who use Turkers for their work, there are now guidelines for being  
an ethical researcher, including a document that outlines the basics of how to be  
fair when requesting research participation from Turkers when recruiting partici-
pants (wearedynamo.fandom.com/wiki/Guidelines_for_Academic_Requesters).  

Are Testimonials Trustworthy Evidence? We have explored lots of problems with 
convenience samples, including issues related to reliability, validity, and ethics. But a sample of 
many people is always better than a testimonial. For example, does one person’s positive expe-
rience with Sephora by OPI nail polish—“made my nails stronger”—provide evidence that this 
product actually strengthens nails? Testimonials use a volunteer sample of one person, usually a 
biased person. Data from a larger sample are more reliable than a sample of one, especially if the 
larger sample is representative.
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116   CHAPTER 5 ■ Sampling and Probability

It is evident that stronger and clearer expectations for the ethical treatment of online 
participants will increase in the future.

Convenience Samples Can Create Generalizability 
Problems
An obvious advantage of a convenience sample is that it is, well, convenient for the 
researchers to obtain. However, a convenience sample may not be representative of 
the population to which the researcher is wishing to generalize. A famous example 
of convenience sampling gone wrong occurred in 1948. On the morning after the 
1948 presidential election in the United States, the Chicago Tribune printed 150,000 
papers with the headline “DEWEY DEFEATS  TRUMAN.” The problem? It was 
Harry  Truman, not Thomas Dewey, who won that election. This famous and embar-
rassing gaff was not fake news. Instead, it resulted from a sampling problem (Cooper, 
2018; Curran & Takata, 2002). With inferential statistics, we make inferences about a 
population based on a smaller set of cases we have studied—the sample. The same is 
true with pollsters: They predict what all voters will do by sampling a subset of voters 
before the election. The accuracy of these predictions based on samples depends on 
several factors, with perhaps the most important being how well the polled sample 
represents the entire population of voters.

Unfortunately for the Chicago Tribune, a printing strike meant that the paper had to 
print the first edition of its election coverage before the election was finalized, relying 
on preelection polls that gave Dewey a comfortable lead over Truman. A major prob-
lem with those polls is that they were conducted by phone, which not all households 

had in 1948. Those households with phones 
were wealthier, so the real population used for 
predicting the 1948 U.S. presidential election 
was “voters who had telephones” (rather than 
“all voters”). As it turns out, wealthier voters 
favored Dewey, but the U.S. voting population 
as a whole favored Truman.

Sampling problems and over-generalizations  
are not confined to distant elections. Joseph 
Henrich and colleagues (2010) argue that it is 
far too common for researchers in the behav-
ioral sciences to make sweeping generaliza-
tions to all of humanity after conducting 
research using a sample of participants who 
are highly unrepresentative of the human 
population (Rad et al., 2018). For example,  
in a review of psychological studies pub-
lished in the six top journals of the American  
Psychological Association, Jeffrey Arnett (2008) 
found that 96% of studies used samples from 
Europe, North America, Australia, or Israel. 
These studies made claims about how the  

A Sampling Fail President-elect Harry Truman holds up a Chicago Tribune newspaper 
with the erroneous headline “Dewey Defeats Truman.” The error highlights the importance of 
sampling issues.
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CHAPTER 5 ■ Sampling and Probability   117

● WEIRD samples are sam-
ples of participants from
countries that are Western,
Educated, Industrialized,
Rich, and Democratic.

● A constraints on generality
(COG) statement is a state-
ment of the target population
to which the study results
should generalize.

“human” mind works and how “human” behavior works. But they sampled from 
only 12% of the human population! This sampling bias led Henrich and his  fellow 
researchers to conclude that most behavioral science research is conducted with 
WEIRD samples, which are samples of participants from countries that are Western,  
Educated, Industrialized, Rich, and Democratic. These countries represent a small  portion 
of the world’s population, yet most behavioral science research is conducted on 
 samples from these countries.

How do we prevent sweeping over-generalizations like those sometimes reported 
in articles using WEIRD samples? Daniel Simons, Yuichi Shoda, and Stephen Lindsey 
(2017) have suggested that all papers reporting the results of studies should include a 
constraints on generality (COG) statement, a statement of the target population to which 
the study results should generalize, when discussing what can be concluded from the 
study. Having to explicitly state the target population may prevent researchers from 
over-generalizing about what happens in all of humanity. Such overstated claims may 
embarrass researchers when another researcher fails to replicate a study with a sample 
from a different population. Being explicit about the reasonable target population for 
studies might also help with the WEIRD problem in the behavioral sciences. At the 
very least, it should make the problem much more apparent.

Random Assignment
Random assignment is the distinctive signature of a scientific study. Why? Because it 
levels the playing field when every participant has an equal chance of being assigned 
to any level of the independent variable. Random assignment is different from ran-
dom sampling (or random selection). Random sampling is the ideal way to gather a 
sample from a population; random assignment is what we do with par-
ticipants once they have been recruited into a study, regardless of how 
they got there. Practical problems related to getting access to an entire 
population mean that random sampling is almost never used; however, 
random assignment is used whenever  possible—and solves many of the 
problems associated with a convenience sample.

Random assignment involves procedures similar to those used for 
random sampling. If a study has two levels of the independent variable, 
as in the study of police officers, then you would need to assign par-
ticipants to one of two groups. You could decide, arbitrarily, to num-
ber the groups 0 and 1 for the “peer counseling” and “therapist counseling” groups, 
respectively. Then, you could use an online random numbers generator like random-
izer.org to provide one set of 10 numbers that range from 0 to 1. You would instruct 
the program that the numbers should not remain unique because we want multiple 
0’s and multiple 1’s. In addition, you would request that the numbers not be sorted 
because you want to assign participants in the order in which the numbers are gen-
erated. When we used an online random numbers generator, the 10 numbers were 
1110100001. In an experiment, we usually want equal numbers in the groups. If the 
numbers were not exactly half 1’s and half 0’s, as they are in this case, we could decide 
in advance to use only the first five 1’s or the first five 0’s. Just be sure to establish your 
rule for random assignment ahead of time and then stick to it!

DATA 
ETHICS

MASTERING THE CONCEPT

5-2: Replication and random assignment to groups
help overcome problems of convenience sampling. 
Replication involves repeating a study, ideally with 
different participants or in a different context, to 
see whether the results are consistent. With random 
assignment, every participant has an equal chance 
of being assigned to any level of the independent 
variable.
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Probability
You have probably heard phrases such as “the margin of error” or “plus or minus 3 percentage  
points,” especially during an election season. These are another way of saying, “We’re 
not 100% sure that we can believe our own results.” This could make you cynical about  
statistics—you do all this work, and then you still don’t know if you can trust your data.

CHECK YOUR LEARNING

Reviewing the Concepts  > Data from a sample are used to draw conclusions about the larger population.

>  In random sampling, every member of the population has an equal chance of being
selected for the sample.

>  Random numbers may not always appear to be all that random; there may appear to be
patterns.

>  In the behavioral sciences, convenience samples are far more common than random
samples.

>  Too often, behavioral science research is based on samples from WEIRD   
populations—Western, Educated, Industrialized, Rich, and Democratic. Because of this, 
ethical researchers are careful to outline, sometimes in a constraints on generality (COG)
 statement, exactly what their sample is and to which populations it will generalize.

>  In random assignment, every participant has an equal chance of being assigned to one
of the experimental conditions.

>  If a study that uses random assignment is replicated in several contexts, we can start to
generalize the findings.

Clarifying the Concepts 5-1 What are the risks of sampling?

Calculating the Statistics  5-2  Use an online random numbers generator like randomizer.org to select 6 people out of 
a sample of 80.

5-3  Use an online random numbers generator like randomizer.org to randomly assign these
six people to one of two experimental conditions, numbered 0 and 1.

Applying the Concepts 5-4  For each of the following scenarios, state whether, from a practical standpoint, random
sampling could have been used. Explain your answer, including in it a description of  
the population to which the researcher likely wants to generalize. Then state whether 
random assignment could have been used, and explain your answer.

a. A health psychologist examined whether postoperative recovery time was shorter
among patients who received counseling prior to surgery than among those who
did not.

b. The head of a school board asked a research psychologist to examine whether chil-
dren perform better in history classes if they use an online textbook as opposed to a
printed textbook.

c. A clinical psychologist studied whether people with diagnosed personality disorders
were more likely to miss therapy appointments than were people without diagnosed
personality disorders.

Solutions to these Check 
Your Learning questions can 
be found in Appendix D.

06_nolanessstats5e_24719_ch05_111_142.indd   118 01/07/20   8:44 AM

Copyright ©2021 Worth Publishers. Distributed by Worth Publishers. Not for redistribution.
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You would be more justified, however, in celebrating statistics for being so 
 truthful—statistics allows us to quantify the uncertainty. And let’s be honest—
most of life is filled with uncertainty, whether it’s the quality of the jacket that has 
the high-quality YKK zipper, the number of days your nail polish lasts without 
chipping, or the most efficient way for a worker to perform a task. Probability 
is central to inferential statistics because our conclusions about a population are 
based on data  collected from a sample rather than on anecdotes and testimonials.

Coincidence and Probability
Probability and statistical reasoning can save us from ourselves when, for example, 
we are confronted with eerie coincidences. Two personal biases get intertwined 
in our thinking so that we say with genuine astonishment, “Wow! What are the 
chances of that?” Confirmation bias is our usually unintentional tendency to pay atten-
tion to evidence that confirms what we already believe and to ignore evidence that would 
disconfirm our beliefs. It is a confirmation bias when an athlete attributes her team’s 
wins to her lucky earrings, ignoring any losses while wearing them or any wins 
while wearing other earrings. Confirmation biases often lead to illusory correla-
tions.  Illusory  correlation is the phenomenon of believing one sees an association between 
variables when no such association exists. An athlete with a confirmation bias attribut-
ing wins to her lucky earrings now believes an illusory correlation. We invite illu-
sory correlations into our lives  whenever we ignore the gentle, restraining logic of 
statistical reasoning.

For example, the science show Radiolab told a remark-
able story of coincidence (Abumrad & Krulwich, 2009). 
A 10-year-old girl named Laura Buxton released a red 
balloon from her hometown in the north of England. 
(“Almost 10,” Laura corrected the host.) Laura had written 
her address on the balloon as well as an entreaty: “Please 
return to Laura Buxton.” The balloon traveled 140 miles 
to the south of England and was found by a neighbor of 
another 10-year-old girl, also named Laura Buxton! The 
second Laura wrote to the first, and they arranged to meet. 
They both showed up to their meeting wearing jeans 
and pink sweaters. They were both the same height, had 
brown hair, and owned a black Labrador Retriever, a gray 
rabbit, and a brown guinea pig with an orange spot. In 
fact, each brought her guinea pig to the meeting. At the 
time of the radio broadcast, they were 18 years old and 
friends. “Maybe we were meant to meet,” one of the Laura 
 Buxtons speculated. “If it was just the wind, it was a very, 
very lucky wind,” said the other.

The chances seem unbelievably slim, but confir-
mation bias and illusory correlations both play a role 
here—and probability helps us understand why such 

● Confirmation bias is our
usually unintentional ten-
dency to pay attention to
evidence that confirms what
we already believe and to
ignore evidence that would
disconfirm our beliefs.

● Illusory correlation is the
phenomenon of believing
one sees an association
between variables when no
such association exists.

Marriage Is Forever? Or is it just the tattoos? Illusory correlations occur 
when people perceive a link between variables where there is likely none—like 
tattooed rings and a lasting marriage. In an article about the supposed trend 
of tattooed engagement rings, one bride explained that she and her groom 
“want to be married forever, and [the tattooed engagement rings] cement that” 
(Strauss, 2016). Why? She noted the high rates of divorce among couples who 
chose actual rings. This illusory correlation probably arose from confirmation 
bias, with the bride noticing evidence to support her belief that those couples 
with actual rings get divorced but ignoring evidence about similar divorce rates 
occurring among couples with inked rings.

A
m

y 
Lo

m
ba

rd
 fo

r T
he

 N
ew

 Y
or

k 
T

im
es

/R
ed

ux

06_nolanessstats5e_24719_ch05_111_142.indd   119 26/06/20   5:33 PM

Copyright ©2021 Worth Publishers. Distributed by Worth Publishers. Not for redistribution.



120   CHAPTER 5 ■ Sampling and Probability

coincidences happen. The thing is,  coincidences are not unlikely. We 
notice and remember strange coincidences but do not notice the 
uncountable times in which there are not unlikely occurrences—the 
background, so to speak. We remember unusual stories of coinci-
dences and luck, like that of the great-grandmother who won the 
lottery by playing the numbers in the fortune cookie that came with 
her Chinese take-out ( Rosario & Sutherland, 2014). But we forget 
the many times we bought lottery tickets and lost—and the millions 
of people who did the same.

The Radiolab story described this phenomenon as the “blade of 
grass paradox.” Imagine a golfer hitting a ball that flies way down the fairway and 
lands on a blade of grass. The radio show imagines the blade of grass saying: “Wow. 
What are the odds that that ball, out of all the billions of blades of grass . . . just landed 
on me?” Yet we know that there’s almost a 100% chance that some blade of grass was 
going to be crushed by that ball. It just seems miraculous to the individual blade of 
grass—or to the lottery winner.

Let’s go back to our story about the Laura  Buxtons. A statistician pointed out 
that the details were “ manipulated” to make for a better story. The host had remem-
bered that they were both 10 years old, yet the first Laura reminded him she was 
still 9 at the time (“almost 10”). The host also admitted there were many discrep-
ancies—one’s favorite color was pink and one’s was blue, and they had opposite 
academic interests—biology, chemistry, and geography for one and English, history, 
and classical civilization for the other. Further, it was not the second Laura Buxton 
who found the balloon; rather, it was her neighbor. The similarities make a better 
story. When you add probability to confirmation bias and illusory correlation, they 
become the WOW! details that we remember—but it’s still just another blade of 
grass. Still not convinced? Read on.

Expected Relative-Frequency Probability
When we discuss probability in everyday conversation, we tend to 
think of what statisticians call personal probability: a person’s own judg-
ment about the likelihood that an event will occur; also called subjective proba-
bility. We might say something like “There’s a 75% chance I’ll finish my 
paper and go out tonight.” We don’t mean that the chance we’ll go out 
is precisely 75%. Rather, this is our rating of our confidence that this 
event will occur. It’s really just our best guess.

Mathematicians and statisticians, however, use the word probability 
a bit  differently. Statisticians are concerned with a different type of probability, one 
that is more objective. In a general sense, probability is the likelihood that a particular 
 outcome—out of all possible outcomes—will occur. For example, we might talk about the 
likelihood of getting heads (a particular outcome) if we flip a coin 10 times (all pos-
sible outcomes). We use probability because we usually have access only to a sample 
(10 flips of a coin) when we want to know about an entire population (all possible 
flips of a coin).

● Personal probability is a
person’s own judgment
about the likelihood that an
event will occur; also called
subjective probability.

● Probability is the likelihood
that a particular outcome—
out of all possible
outcomes—will occur.

MASTERING THE CONCEPT

5-3: Human biases result from two closely related
concepts. When we notice only evidence that confirms 
what we already believe and ignore evidence that 
refutes what we already believe, we’re succumbing to 
the confirmation bias. Confirmation biases often lead 
to illusory correlations—when we believe we see an 
association between two variables, but no association 
exists.

MASTERING THE CONCEPT

5-4: In everyday life, we use the word probability very
loosely—saying how likely a given outcome is, in 
our subjective judgment. Statisticians are referring to 
something very particular when they refer to probability. 
For statisticians, probability is the actual likelihood of a 
given outcome in the long run.
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Language Alert! In statistics, we are interested in an even more specific definition of 
probability—expected relative-frequency probability, the likelihood of an event occurring, 
based on the actual outcome of many, many trials. When flipping a coin, the expected relative- 
frequency probability of heads, in the long run, is 0.50. Probability refers to the likelihood 
that something would take place, and frequency refers to how often a given outcome (e.g., 
heads or tails) occurs out of a certain number of trials (e.g., coin flips). Relative indicates 
that this number is relative to the overall number of trials, and expected indicates that it’s 
what we would anticipate, which might be different from what actually happens.

EXAMPLE 5.1
In reference to probability, the term trial refers to each occasion that a given procedure is 
carried out. For example, each time we flip a coin, it is a trial. Outcome refers to the result 
of a trial. For coin-flip trials, the outcome is either heads or tails. Success refers to the 
outcome for which we’re trying to determine the probability. If we are testing for the proba-
bility of heads, then success is heads.

We can think of probability in terms of a formula. We calculate probability by 
dividing the total number of successes by the total number of trials. So, the formula 
would look like this:

probability
successes

trials
=

If we flip a coin 2000 times and get 1000 heads, then:

probability
1000

2000
0.50= =  ●

Here is a recap of the steps to calculate probability:

STEP 1: Determine the total number of trials.

STEP 2:  Determine the number of these trials that 
are considered successful outcomes.

STEP 3: Divide the number of successful 
 outcomes by the number of trials.

● The expected relative- 
frequency probability is the
likelihood of an event occur-
ring based on the actual out-
come of many, many trials.

People often confuse the terms probability, proportion, and percentage. Probability, the 
concept of most interest to us right now, is the proportion that we expect to see in 
the long run. Proportion is the number of successes divided by the number of trials. 
In the short run, in just a few trials, the proportion might not reflect the underlying 
probability. A coin flipped six times might come up heads more or fewer than three 
times, leading to a proportion of heads that does not parallel the underlying probabil-
ity of heads. Both proportions and probabilities are written as decimals.

● In reference to probability, a
trial refers to each occasion
that a given procedure is
carried out.

● In reference to probability,
outcome refers to the result
of a trial.

● In reference to probability,
success refers to the outcome
for which we’re trying to
determine the probability.
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Percentage is simply probability or proportion multiplied 
by 100. A flipped coin has a 0.50 probability of coming up 
heads and a 50% chance of coming up heads. You are proba-
bly already familiar with percentages, so simply keep in mind 
that probabilities are what we would expect in the long run, 
whereas proportions are what we observe.

One of the central characteristics of expected relative-fre-
quency probability is that it only works in the long run. This 
important aspect of probability is referred to as the law of large 
numbers. Think of the earlier discussion of random assignment in 
which we used a random numbers generator to create a series 
of 0’s and 1’s to assign participants to levels of the independent 
variable. In the short run, over just a few trials, we can get strings 
of 0’s and 1’s and often do not end up with half 0’s and half 1’s, 
even though that is the underlying probability. With many trials, 
however, we’re much more likely to get close to 0.50, or 50%, 
of each, although many strings of 0’s or 1’s would be generated 
along the way. In the long run, the results are quite predictable.

Independence and Probability
Language Alert! To avoid bias, statistical probability requires that the individual trials be 
independent, one of the favorite words of statisticians. Here we use independent to mean that 
the outcome of each trial must not depend in any way on the outcome of previous trials. 
If we’re flipping a coin, then each coin flip is independent of every other coin flip. If we’re 
generating a random numbers list to select participants, each number must be generated 
without thought to the previous numbers. In fact, this is exactly why humans can’t think 
randomly. We automatically glance at the previous numbers we have generated in an 
effort to best make the next one “random.” Chance has no memory; as ethical researchers 
know, randomness is the only way to ensure that there is no bias.

DATA 
ETHICS

Gambling and Misperceptions of Probability Many people 
falsely believe that a slot machine that has not paid off in a long time is 
“due.” A person may continue to feed coins into it, expecting an imminent 
payout. Of course, the slot machine itself, unless rigged, has no memory of 
its previous outcomes. Each trial is independent of the others.
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CHECK YOUR LEARNING

Reviewing the Concepts  >  Probability theory helps us understand that coincidences might not have an underlying
meaning; coincidences are probable when we think of the vast number of occurrences in 
the world (billions of interactions between people daily).

>  An illusory correlation refers to perceiving a connection where none exists. It often   
follows a confirmation bias, whereby we notice occurrences that fit with our
 preconceived ideas and fail to notice those that do not.

>  Personal probability refers to a person’s own judgment about the likelihood that an event
will occur (also called subjective probability).

>  Expected relative-frequency probability is the likelihood of an event occurring, based on
the actual outcome of many, many trials.

>  The probability of an event occurring is defined as the expected number of successes (the
number of times the event occurred) out of the total number of trials (or attempts) over
the long run.

>  Proportions over the short run might have many different outcomes, whereas proportions
over the long run are more indicative of the underlying probabilities.
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Inferential Statistics
In Chapter 1, we introduced the two main branches of statistics—descriptive 
 statistics and inferential statistics. The link that connects the two branches is prob-
ability. Descriptive statistics allow us to summarize characteristics of the sam-
ple, but we must use probability with inferential statistics when we apply what 
we’ve learned from the sample, such as in an exit poll, to the larger population. 
 Inferential statistics, calculated through a process called hypothesis testing, help 
us to determine the probability of a given outcome. We’ll outline the logic of 
hypothesis testing here—but Spoiler Alert! Hypothesis testing is flawed in many 
ways. Throughout this text, we’ll explore the problems with inferential statistics 
and offer some solutions.

Developing Hypotheses
We informally develop and test hypotheses all the time. I hypothesize that the 
 traffic will be heavy on Western Avenue, for example, so I take a parallel street 
to work and keep looking down each block to see if my hypothesis is being 
 supported. In a science blog called TierneyLab, reporter John Tierney and his 
collaborators asked people to estimate the number of calories in a 
meal pictured in a photograph ( Tierney, 2008a, 2008b). One group 
was shown a photo of an Applebee’s Oriental Chicken Salad and 
a Pepsi. Another group was shown a photo of the same salad and 
Pepsi, but it also included a third item—Fortt’s  crackers, with a 
label that clearly stated “Trans Fat Free.” The  researchers hypoth-
esized that the  addition of the “healthy” food item would affect 
people’s calorie estimates of the entire meal. They tested a sample 
and used  probability to apply their findings from the sample to the 
population.

Clarifying the Concepts  5-5  Distinguish the personal probability assessments we perform on a daily basis from the 
objective probability that statisticians use.

Calculating the Statistics  5-6 Calculate the probability for each of the following instances.

a. 100 trials, 5 successes

b. 50 trials, 8 successes

c. 1044 trials, 130 successes

Applying the Concepts  5-7  Cathleen Cavin and her daughter, Cali, adopted a kitten named Ozzy from a Petaluma, 
California, animal shelter, but could not adopt his brother, Butter, because their rental 
lease would not allow more than one animal (Bojo, 2017). But they never stopped 
thinking about Butter. More than a year later, Cathleen joined an online dating site  
and soon fell in love with Brian Herrera, who also owned one cat. Cathleen was 
shocked to discover that Brian’s cat was Butter, whom he had adopted 4 days after they 
took Ozzy home. The couple—with Cali and their cats—now live together. Explain 
how a statistician would explain this coincidence. How does probability fit in to this 
explanation?

Solutions to these Check Your 
Learning questions can be found in 
Appendix D.

MASTERING THE CONCEPT

5-5: Many experiments have an experimental
group in which participants receive the treatment
or intervention of interest and a control group in
which participants do not receive the treatment or
intervention of interest. Aside from the intervention
with the experimental group, the two groups are
treated identically.
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Let’s put this study in the language of sampling and probability. The 
sample comprised people living in the Park Slope neighborhood of 
Brooklyn in New York City, an area that Tierney terms “ nutritionally 
 correct” because of the abundance of organic food in local stores. The 
population would include all the residents of Park Slope who could 
have been part of this study. The driving concern behind this research was 
the increasing levels of obesity in many wealthier countries ( something 
that Tierney explored in a follow-up study). For now, however, we can 
only infer that the results may apply to the residents of Park Slope and 
similar neighborhoods. The independent variable in this case is the 
 presence or absence of the healthy crackers in the photo of the meal. The 
dependent variable is the number of calories estimated.

The group that viewed the photo without the healthy crackers is the 
 control group, a level of the independent variable that does not receive the treatment 
of interest in a study. It is designed to match the experimental group—a level 
of the independent variable that receives the treatment or intervention of  interest—
in all ways but the experimental manipulation itself. In this example, the 
experimental group would be those viewing the photo that included the 
healthy crackers.

The next step is the development of the hypotheses to be tested. 
Ethically, researchers must do this before the data from the sample are 
actually collected; you will see this pattern of developing hypotheses 
and then collecting data repeated throughout this book. When we 
 calculate inferential statistics, we’re actually comparing two hypothe-
ses. One is the null hypothesis—a statement that postulates that there is no 
difference between populations or that the difference is in a direction opposite 
to that anticipated by the researcher. In most circumstances, we can think 
of the null hypothesis as the boring hypothesis because it proposes that 
nothing will happen. In the healthy food study, the null hypothesis is 

that the average (mean) calorie estimate is the same for both populations, which 
consist of all the  people in Park Slope who either view or do not view the photo 
with the healthy crackers.

In contrast to the null hypothesis, the research hypothesis is usually the excit-
ing hypothesis. The research hypothesis (also called the alternative hypothesis) is a 
statement that postulates a difference between populations. In the healthy food study, the 
research hypothesis would be that, on average, the calorie estimate is different for 

those viewing the photo with the healthy crackers than for those 
viewing the photo without the healthy crackers. It also could specify 
a direction—that the mean calorie estimate is higher (or lower) for 
those viewing the photo with the healthy crackers than for those 
viewing the photo with just the salad and Pepsi. Notice that, for all 
hypotheses, we are very careful to state the comparison group. We do 
not say merely that the group viewing the photo with the healthy 
crackers has a higher (or lower) average calorie estimate. We say that 
it has a higher (or lower) average calorie estimate than the group that 
views the photo without the healthy crackers.

The Control Burrito You can spot control groups 
in everyday life. Intern Dylan Grosz (2015) describes heaven 
as “one big Chipotle restaurant where the guac and chips are 
ALWAYS free.” On a budget, he made it his mission  
to figure out how to get the most Chipotle for the money.  
He started by identifying his “control burrito.” It included rice, 
beans, chicken, salsa, and cheese. He then ordered  
35 burritos over 2 weeks—five each of seven different  
variations—and compared these experimental groups to his 
control burrito. He identified six tricks that, together, increased 
the average burrito weight by 86%! Among the tricks, order 
both kinds of rice and both kinds of beans.
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MASTERING THE CONCEPT

5-6: Hypothesis testing allows us to examine two
competing hypotheses. The first, the null hypothesis, 
posits that there is no difference between populations 
or that any difference is in the opposite direction from 
what is predicted. The second, the research hypothesis, 
posits that there is a difference between populations (or 
that the difference between populations is in a predicted 
direction—either higher or lower).

● A control group is a level of
the independent variable that 
does not receive the treatment
of interest in a study. It is 
designed to match an exper-
imental group in all ways but 
the experimental manipulation 
itself.
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● The research hypothesis is a
statement that postulates that
there is a difference between
populations or sometimes,
more specifically, that there
is a difference in a certain
direction, positive or nega-
tive; also called an alternative
hypothesis.

● An experimental group is
a level of the independent
variable that receives the
treatment or intervention of
interest in an experiment.

● The null hypothesis is a
statement that postulates
that there is no difference
between populations or that
the difference is in a direc-
tion opposite of that antici-
pated by the researcher.

We formulate the null hypothesis and the research hypothesis to set them up 
against each other. We use statistics to determine the probability that there is a large 
enough difference between the means of the samples that we can conclude there’s 
likely a difference between the means of the underlying populations. So, probability 
plays into the decision we make about the hypotheses.

Making a Decision About a Hypothesis
When we make a conclusion at the end of a study, the data lead us to conclude one 
of two things:

 1. We decide to reject the null hypothesis.
 2. We decide to fail to reject the null hypothesis.

We always begin our reasoning about the outcome of an experiment by remind-
ing ourselves that we are testing the (boring) null hypothesis. In terms of the healthy 
food study, the null hypothesis is that there is no mean difference between groups. 
In hypothesis testing, we determine the probability that we would see a difference 
between the means of the samples, given that there is no actual difference between 
the underlying population means.

EXAMPLE 5.2
After we analyze the data, we do one of two things:

1. Reject the null hypothesis. “I reject the idea that there is no mean difference
between populations.” When we reject the null hypothesis that there is no
mean difference, we can even assert what we believe the difference to be, based
on the actual findings. We can say that it seems that people who view a photo
of a salad, Pepsi, and healthy crackers estimate a lower (or higher, depending
on what we found in our study) number of calories, on average, than those
who view a photo with only the salad and Pepsi.

2. Fail to reject the null hypothesis. “I do not reject the idea that there is no mean
difference between populations.” In this case, we can only say that we do not
have evidence to support our hypothesis.

Let’s take the first possible conclusion, to reject the null hypothesis. If the group that 
viewed the photo that included the healthy crackers has a mean calorie estimate that is a 
good deal higher (or lower) than the control group’s mean calorie estimate, then we might 
be tempted to say that we accept the research hypothesis that there is such a mean difference 
in the populations—that the addition of the healthy crackers makes a difference. Probability 
plays a central role in determining that the mean difference is large enough that we’re will-
ing to say it’s real. But rather than accept the research hypothesis in this case, we reject the null 
hypothesis, the one that suggests there is nothing going on. We repeat: When the data sug-
gest that there is a mean difference, we reject the idea that there is no mean difference.

The second possible conclusion is failing to reject the null hypothesis. There’s a 
very good reason for thinking about this in terms of failing to reject the null hypoth-
esis rather than accepting the null hypothesis. Let’s say there’s a small mean difference, 
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and we conclude that we cannot reject the null hypothesis (remember, rejecting 
the null hypothesis is what we want to do!). We determine that it’s just not likely 
enough—or probable enough—that the difference between means is real. It could be 
that a real  difference between means didn’t show up in this particular sample just by 
chance. There are many ways in which a real mean difference in the population might 
not get picked up by a sample. We repeat: When the data do not suggest a difference, 
we fail to reject the null hypothesis, which is that there is no mean difference.

Think of it in terms of your latest post on social media. Imagine that the null 
 hypothesis is that a particular friend does not like the cat video you just posted. If she 
“likes” it, then you can reject the null hypothesis; you have evidence that she does like 
it. But if she does not “like” it, then you can’t conclude anything. Maybe she doesn’t like 
it, but she may also have been offline that day or your post didn’t show up in her feed.

The way we decide whether to reject the null hypothesis is based directly on prob-
ability. We calculate the probability that the data would produce a difference between 
means this large and in a sample of this size if there was nothing going on.

We will be giving you many more opportunities to get comfortable with the logic 
of formal hypothesis testing before we start applying numbers to it, but here are three 
easy rules and a table (Table 5-1) that will help keep you on track.

 1. Remember: The null hypothesis is that there is no difference between groups, 
and usually the hypotheses explore the possibility of a mean difference.

 2. We either reject or fail to reject the null hypothesis. There are no other options.
 3. We never use the word accept in reference to formal hypothesis testing.

TABLE 5-1 

The null hypothesis posits no difference, on average, whereas the research hypothesis posits a difference of 
some kind. There are only two decisions we can make: We can fail to reject the null hypothesis if the research 
hypothesis is not supported, or we can reject the null hypothesis if the research hypothesis is supported.

Hypothesis Decision

Null hypothesis No change or difference Fail to reject the null hypothesis  
(if research hypothesis is not supported)

Research hypothesis Change or difference Reject the null hypothesis  
(if research hypothesis is supported)

Hypothesis Testing: Hypotheses and Decisions

Hypothesis testing is exciting when you care about the results. You may wonder what 
happened in Tierney’s study. Well, people who saw the photo with just the salad and the 
Pepsi estimated, on average, that the 934-calorie meal contained 1011 calories. When 
the 100-calorie crackers were added, the meal actually increased from 934 calories  
to 1034 calories; however, those who viewed this photo estimated, on average, that the 
meal contained only 835 calories! Tierney referred to this effect as “a health halo that 
magically subtracted calories from the rest of the meal.” Interestingly, he replicated this 
study with mostly foreign tourists in New York’s Times Square and did not find this 
effect. He concluded that health-conscious people like those living in Park Slope were 
more susceptible to the magical health halo bias than were other people. ●
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CHECK YOUR LEARNING

Reviewing the Concepts >  In experiments, we typically compare the average of the responses of those who
receive the treatment or manipulation (the experimental group) with the average
of the responses of similar people who do not receive the manipulation (the control
group).

>  Researchers develop two hypotheses: a null hypothesis, which theorizes that there is
no average difference between levels of an independent variable in the population, and
a research hypothesis, which theorizes that there is an average difference of some kind
in the population.

>  Researchers can draw two conclusions: They can reject the null hypothesis and
conclude that they have supported the research hypothesis, or they can fail to reject
the null hypothesis and conclude that they have not supported the research
hypothesis.

Clarifying the Concepts 5-8  At the end of a study, what does it mean to reject the null hypothesis?

Calculating the Statistics 5-9  State the difference that might be expected, based on the null hypothesis, between
the average test grades of students who attend review sessions versus those who  
do not.

Applying the Concepts  5-10  A university lowers the heat during the winter to save money, and professors wonder
whether students will perform more poorly, on average, under cold conditions.

a. Cite the likely null hypothesis for this study.

b. Cite the likely research hypothesis.

c. If the cold temperature appears to decrease academic performance, on
average, what will the researchers conclude in terms of formal hypothesis- 
testing language?

d. If the researchers do not gather sufficient evidence to conclude that the cold
temperature leads to decreased academic performance, on average, what will they
conclude in terms of formal hypothesis-testing language?

Solutions to these Check Your 
Learning questions can be found in 
Appendix D.

Type I and Type II Errors
Wrong decisions can be the result of unrepresentative samples. However, even when 
sampling has been properly conducted, there are still two ways to make a wrong 
decision: (1) We can reject the null hypothesis when we should not have rejected it, or 
(2) we can fail to reject the null hypothesis when we should have rejected it. So, let’s
consider the two types of errors using statistical language.

Type I Errors
If we reject the null hypothesis, but it was a mistake to do so, then we have made 
a Type I error. Specifically, we commit a Type I error when we reject the null hypothesis 
but the null hypothesis is correct. A Type I error is like a false positive in a medical 
test. For example, if a woman believes she might be pregnant, then she might 

● A Type I error involves
rejecting the null hypothesis
when the null hypothesis is
correct.
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buy a home pregnancy test. In this case, the null hypothesis 
would be that she is not pregnant, and the research hypoth-
esis would be that she is pregnant. If the test is positive, the 
woman rejects the null hypothesis—the one in which she 
theorizes that she is not pregnant. Based on the test, the 
woman believes she is pregnant. Pregnancy tests, however, 
are not perfect. If the woman tests positive and rejects the 
null hypothesis, it is possible that she is wrong and it is a 
false positive. Based on the test, the woman believes she is 
pregnant even though she is not pregnant. A false positive is 
equivalent to a Type I error.

A Type I error indicates that we rejected the null hypothesis 
falsely. As you might imagine, the rejection of the null hypothe-
sis typically leads to action, at least until we discover that it is an 
error. For example, the woman with a false-positive pregnancy 
test might announce the news to her family and start buying 
baby clothes. Many researchers consider the consequences of a 
Type I error to be particularly detrimental because people often 
take action based on a mistaken finding.

Type II Errors
If we fail to reject the null hypothesis but it was a mistake to fail to do so, then we 
have made a Type II error. Specifically, we commit a Type II error when we fail to reject 
the null hypothesis but the null hypothesis is false. A Type II error is like a false nega-
tive in medical testing. In the pregnancy example earlier, the woman might get a 
 negative result on the test and fail to reject the null hypothesis, the one that says she’s 

not pregnant. In this case, she would conclude that she’s not pregnant 
when she really is. A false negative is equivalent to a Type II error.

We commit a Type II error when we incorrectly fail to reject the 
null hypothesis. A failure to reject the null hypothesis typically results 
in a failure to take action—for instance, a research intervention is not 
performed or a diagnosis is not given—which is generally less danger-
ous than incorrectly rejecting the null hypothesis. Yet there are cases 
in which a Type II error can have serious consequences. For example, 
the pregnant woman who does not believe she is pregnant because of 
a Type II error may drink alcohol in a way that unintentionally harms 
her fetus.

Type I and Type II Errors The results of a home pregnancy 
test are either positive (indicating pregnancy) or negative (indicating 
no  pregnancy). If the test is positive, but the woman is not pregnant, 
this would be a Type I error. If the test is negative, but the woman is 
pregnant, this would be a Type II error. With pregnancy tests, as with 
hypothesis testing, people are more likely to act on a Type I error than 
on a Type II error. In the photo, the pregnancy test seems to indicate that 
this woman is pregnant, which could be a Type I error.
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The Shocking Prevalence of Type I Errors
Ethical researchers are aware that Type I errors are all too common for a  number of 
reasons. But many behavioral scientists aren’t aware of how common ( Gigerenzer, 
2018). In the British Medical Journal, researchers reported that positive outcomes 
are more likely to be reported than null results (Sterne & Smith, 2001). First, 
researchers are less likely to want to publish null results, particularly if those results 

DATA 
ETHICS

● A Type II error involves
failing to reject the null
hypothesis when the null
hypothesis is false.

MASTERING THE CONCEPT

5-7: In hypothesis testing, there are two types of errors
that we risk making. Type I errors, in which we reject 
the null hypothesis when the null hypothesis is true, are 
like false positives on a medical test; we think someone 
has a disease, but they really don’t. Type II errors, in 
which we fail to reject the null hypothesis when the null 
hypothesis is not true, are like false negatives on a medical 
test; we think someone does not have a disease, but they 
really do.
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mean that a sponsoring pharmaceutical company’s favored drug did not receive 
support; as one doctor described: “If I toss a coin, but hide the result every time 
it comes up tails, it looks as if I always throw heads” (Goldacre, 2013). Second, 
journals tend to publish “exciting” results, rather than “boring” ones (Sterne & 
Smith, 2001). To translate this into the terms of hypothesis testing, if a researcher 
rejects the “boring” null hypothesis, thus garnering support for the “exciting” 
research hypothesis, the editor of a journal is more likely to want to publish these 
results. Third, the mass media—abetted by us, the general  public—compound this 
problem. As John Oliver (2016), host of Last Week Tonight, explained: “We like fun, 
poppy science that we can share like gossip, and TV news producers know it.”

These publication-related pressures contribute to a system in which much pub-
lished research is wrong. In fact, one study suggested that about half of published 
medical studies may include Type I errors (Sterne & Smith, 2001). Let’s consider  
an example. In recent years, there has been a spate of claims about the health bene-
fits of natural substances, which are often perceived to be healthy even though they 
are not necessarily risk-free. (Remember, rattlesnake venom and arsenic are natural 
substances!) Previous research has supported the use of vitamin E to prevent various 
maladies, and echinacea has been championed for its alleged ability to prevent the 
common cold. Yet studies that implemented rigorous research designs have largely 
discredited early, highly publicized accounts of the effectiveness of  vitamin E and 
echinacea.

When the general public reads first of the value of vitamin E or echinacea and 
then of the health care establishment’s dismissal of these treatments, we wonder 
what to believe and often, sadly, rely even more on our own biased common sense. 
It would be far better for scientists to insist on more ethical practices, such as pre-
registration, that increase transparency and help avoid the temptation of sneaky 
maneuvers like HARKing (Nosek & Lindsay, 2018). (We will dig deeper into some 
of these sneaky maneuvers in Chapter 7.) Another solution is replication—repeating  
studies that have important implications for society. You’ll learn more about the 
importance of replication in Chapter 9.

CHECK YOUR LEARNING

Reviewing the Concepts  >  When we draw a conclusion from inferential statistics, there is always a chance that we 
are wrong.

>  When we reject the null hypothesis, but the null hypothesis is true, we have committed a
Type I error.

>  When we fail to reject the null hypothesis, but the null hypothesis is not true, we have
committed a Type II error.

>  Because of the flaws inherent in research, numerous null hypotheses are rejected falsely, 
resulting in Type I errors.

>  The ethical researcher and the educated consumer of research are aware of their own
biases and how they might affect their tendency to abandon critical thinking in favor of
illusory correlations and the confirmation bias.

continued on next page
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REVIEW OF CONCEPTS

Samples and their Populations
The gold standard of sample selection is random sampling, a procedure in which every 
member of the population has an equal chance of being chosen for study participa-
tion. A computer-based random numbers generator is used to ensure randomness. 
For practical reasons, random sampling is uncommon in social science research. Many 
behavioral scientists use a convenience sample, a sample that is readily available to them. 
One kind of convenience sample is a volunteer sample (also called a self-selected sample), 
in which participants themselves actively choose to participate in a study. In some 
cases, a convenience sample is crowdsourced—that is, a research team recruits a very 
large group of participants, usually online. With random assignment, every partic-
ipant in a study has an equal chance of being assigned to any of the experimental 
conditions. In conjunction with random assignment,  replication—the duplication of 
scientific results—can go a long way toward increasing generalizability, the ability to 
generalize findings beyond a given sample. Too often, behavioral science research is 
based on WEIRD samples—Western, Educated, Industrialized, Rich, and Democratic. 
Because of this, ethical researchers are careful to outline, sometimes in a constraints on 
generality (COG) statement, exactly what their sample is and to which populations it 
will generalize.

Probability
Calculating probabilities is essential because human thinking is dangerously biased. 
Because of confirmation bias—the tendency to see patterns that we expect to 

Visit LaunchPad to access  
the e-book and to test your 
knowledge with LearningCurve.

Solutions to these Check Your 
Learning questions can be found 
in Appendix D.

Clarifying the Concepts  5-11  Explain how Type I and Type II errors both relate to the null hypothesis.

Calculating the Statistics  5-12   If 7 out of every 280 innocent people are convicted of a crime, what is the rate of Type I error?

 5-13  If the court system fails to convict 11 out of every 35 guilty people, what is the rate of
Type II errors?

Applying the Concepts  5-14  Researchers conduct a study on perception by having participants throw a ball at a 
 target first while wearing virtual-reality glasses and then while wearing glasses that 
allow normal viewing. The null hypothesis is that there is no difference in perfor-
mance when wearing the virtual-reality glasses versus when wearing the glasses that 
allow  normal viewing.

a. The researchers reject the null hypothesis, concluding that the virtual-reality glasses
lead to a worse performance than do the normal glasses. What error might the
researchers have made? Explain.

b. The researchers fail to reject the null hypothesis, concluding that it is possible that
the virtual-reality glasses have no effect on performance. What error might the
researchers have made? Explain.
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see—we often see meaning in mere coincidence. A confirmation bias often leads to 
an  illusory correlation, a relation that appears to be present but does not exist. When 
we think of probability, many of us think of personal probability, a person’s own judg-
ment about the likelihood that an event will occur. Statisticians, however, are refer-
ring to expected  relative-frequency probability, or the long-run expected outcome if an 
experiment or trial were repeated many, many times. A trial refers to each occasion 
that a procedure is carried out, and an outcome is the result of a trial. A success refers 
to the outcome for which we’re trying to determine the probability. Probability is 
a basic building block of inferential statistics. When we draw a conclusion about a 
population based on a sample, we can only say that it is probable that our conclu-
sion is accurate, not that it is certain.

Inferential Statistics
Inferential statistics, based on probability, start with a hypothesis. The null hypothesis is 
a statement that usually postulates that there is no average difference between popula-
tions. The research, or alternative, hypothesis is a statement that postulates that there is an 
average difference between populations. After conducting a hypothesis test, we have 
only two possible conclusions: We can either reject or fail to reject the null hypothesis. 
When we conduct inferential statistics, we are often comparing an experimental group, 
the group subjected to an intervention, with a control group, the group that is the same 
as the experimental group in every way except the intervention. We use probability to 
draw conclusions about a population by estimating the probability that we would find 
a given difference between sample means if there is no underlying difference between 
population means.

Type I and Type II Errors
Statisticians must always be aware that their conclusions may be wrong. If a 
researcher rejects the null hypothesis, but the null hypothesis is correct, the 
researcher is making a Type I error. If a researcher fails to reject the null hypothesis, 
but the null hypothesis is false, the researcher is making a Type II error. Scientific and 
medical journals tend to publish, and the media tend to report on, the most excit-
ing and surprising findings. As such, Type I errors are often overrepresented among 
reported findings.

There are many ways to look more closely at the indepen-
dent and dependent variables. You can request a variety of 
case summaries by selecting Analyze → Reports → Case 
Summaries. You can then highlight the variable of interest 
and click the arrow to move it under “Variables.”

You also can break down one variable with a second 
“grouping” variable. For example, you could use the delib-
erative practice and athletic performance data from the SPSS 

section of Chapter 3. Select “Hours” under “Variables” and 
“Performance” under “Grouping Variable(s).” Then, click 
“OK” to see the output screen. The output, part of which is 
shown in the screenshot here, tells you all the hours practiced 
for athletes who attained a given performance score. This 
summary, for instance, tells you that the three athletes who 
had a performance score of 3 had practiced for 1876, 4233, 
and 9377 hours, respectively.

SPSS
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HOW IT WORKS
5.1 UNDERSTANDING RANDOM SAMPLING

There are approximately 2000 school psychologists in Australia. A researcher has devel-
oped a new diagnostic tool to identify conduct disorder in children and wants to study 
ways to train school psychologists to administer the tool. How can she recruit a random 
sample of 30 school psychologists to participate in her study?

She could use an online random numbers generator to randomly select a sample of  
30 school psychologists for this study from among the target population of 2000  Australian 
school psychologists. Let’s try it. (You can search for “random numbers generator” on the 
Internet or use randomizer.org.) To do so, the researcher would tell the random numbers 
generator to produce one set of 30 numbers between 0001 and 2000. She would specify 
that she wants unique numbers, because no school psychologist can be in the study more 
than once. She can ask the program to sort the numbers, if she wishes, to more easily 
identify the participants who will be part of her sample. When we generated a set of 30 
random numbers, we got the following result:

25 48 84 113 159 165 220 312 319 330

337 452 493 562 613 734 822 860 920 924

931 960 983 1290 1305 1462 1502 1515 1675 1994
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Of course, each time we generate a list of random numbers, the list is different. Notice 
that the typical list of randomly generated numbers does not necessarily appear random. 
For example, in this list only 7 out of the 30 numbers are over 1000. There are also several 
cases in which numbers are close in value (e.g., 920 and 924).

5.2 USING RANDOM ASSIGNMENT

Imagine that the researcher described in How It Works 5.1 has developed two training 
modules. One is implemented in a classroom setting and requires that school psychologists 
travel to participate in in-person training. The other is a more cost-effective Web-based 
training module. She will administer a test to the 30 participants after they have received 
the training to determine how much they learned. How can she randomly assign half of 
the participants to classroom training and half to Web-based training?

In this case, the independent variable is type of training with two levels: classroom 
training and Web-based training. The dependent variable is amount of learning as deter-
mined by a test. This study is an experiment because participants are randomly assigned 
to conditions. To determine the condition to which each participant will be assigned, 
the researcher could use a random numbers generator to produce one set of 30 numbers 
between 0 and 1. Those assigned to group 0 would receive in-person training and those 
assigned to group 1 would receive Web-based training. The researcher would not want the 
numbers to be unique because she wants more than one of each type. She would not want 
the numbers to be sorted because the order of the numbers matters.

When we used an online random numbers generator, we got the following set of  
30 numbers:

11000 01110

01000 00011

01110 01100

Based on these random numbers, the first two participants would be in group 1, 
and would receive Web-based training. The next four would be in group 0, and receive 
in- person training. And so on. This set contains 13 ones and 17 zeros. If we wanted 
exactly 15 in each group, we could stop assigning people to the 0 condition when we 
reached 15 zeros. Everyone else would then be assigned to the 1 condition.

5.3 CALCULATING PROBABILITY

Let’s say that a university provides every student with a laptop computer, but students 
complain that their computers always crash when they are on the Internet and have at 
least three other applications open. One student thought this was an exaggeration and 
decided to calculate the probability that the campus computers would crash under these 
circumstances. How could he do this?

He could start by randomly selecting 100 different students to participate in his study. 
On the 100 students’ computers, he could open three applications, go online, and record 
whether each computer crashed.

In this case, the trials would be the 100 instances (one trial on each of the 100 different 
laptops) in which the student opened three programs and then went online. The outcome 
would be whether the computer crashed. A success in this case would be a computer that 
crashed, and let’s say that happened 55 times. (You might not consider a crashed computer 
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a success, but in probability theory, a success refers to the outcome for which we want to 
determine the probability.) The researcher could then take the number of successes (55) 
and divide by the number of trials:

55/100 0.55=

So, the probability of a computer crashing when three programs are open and the 
student goes online is 0.55. Of course, to determine the true expected relative-frequency 
probability, the researcher would have to conduct many, many more trials.

The solutions to the odd-numbered exercises can be found 
in Appendix C.

Clarifying the Concepts

5.1 Why do we study samples rather than populations?
5.2 What is the difference between a random sample and a 

convenience sample?
5.3 What is generalizability?
5.4 What is a volunteer sample, and what is the main risk 

associated with it?
5.5 What is crowdsourcing in research?
5.6 What are some of the pros and cons of crowdsourced data?
5.7 What does WEIRD stand for, and what is the problem 

that led to the coining of this term?
5.8 What is a constraints on generality (COG) statement?
5.9 What is the difference between random sampling and 

random assignment?
5.10 What does it mean to replicate research, and how does 

replication affect our confidence in the findings?
5.11 Ideally, an experiment would use random sampling so 

that the data would accurately reflect the larger popu-
lation. For practical reasons, this is difficult to do. How 
does random assignment help make up for a lack of 
random sampling?

5.12 What is the confirmation bias?
5.13 What is an illusory correlation?
5.14 How does the confirmation bias lead to the perpetua-

tion of an illusory correlation?
5.15 In your own words, what is personal probability?
5.16 In your own words, what is expected relative- frequency 

probability?

EXERCISES
5.17 Statisticians use terms like trial, outcome, and success in 

a particular way in reference to probability. What do 
each of these three terms mean in the context of flip-
ping a coin?

5.18 We distinguish between probabilities and propor-
tions. How does each capture the likelihood of an 
outcome?

5.19 What are the ways the term independent is used by 
statisticians?

5.20 One step in hypothesis testing is to randomly assign 
some members of the sample to the control group and 
some to the experimental group. What is the difference 
between these two groups?

5.21 What is the difference between a null hypothesis and a 
research hypothesis?

5.22 What are the two decisions or conclusions we can 
make about our hypotheses, based on the data?

5.23 What is the difference between a Type I error and a 
Type II error?

Calculating the Statistics

5.24 Forty-three tractor-trailers are parked for the night in a 
rest stop along a major highway. You assign each truck 
a number from 1 to 43. Use an online random num-
bers generator to select four trucks to weigh as they 
leave the rest stop in the morning.

5.25 Airport security makes random checks of passenger 
bags every day. If 1 in every 10 passengers is checked, 
use an online random numbers generator to determine 
the first 6 people to be checked—that is, which one 
of the first 10 people, which one of the second set of  
10 people, and so on?
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Applying the Concepts

5.36 Coincidence and the lottery: “Woman wins millions 
from Texas lottery for 4th time” read the headline about 
Joan Ginther’s amazing luck (Wetenhall, 2010). Two of 
the tickets were from the same store, whose owner, 
Bob Solis, said, “This is a very lucky store.”  Citing con-
cepts from the chapter, what would you tell Ginther 
and Solis about the roles that probability and coinci-
dence played in their fortunate circumstances?

5.37 Random numbers and PINs: How random is your 
personal identification number or PIN? Your PIN is one 
of the most important safeguards for the accounts that 
hold your money and valuable information about you. 
The BBC reported that, when choosing a four-digit 
PIN, “people drift towards a small subset of the 10,000 
available. In some cases, up to 80% of choices come from 
just 100 different numbers” (Ward, 2013). Based on what 
you know about our ability to think randomly, explain  
this finding.

5.38 Random sampling and a school psychologist 
career survey: The Canadian government reported 
that there are 7550 psychologists working in Canada 
(2013). A researcher wants to randomly sample 100 of 
the Canadian psychologists for a survey study regarding 
aspects of their jobs.

 a. What is the population targeted by this study? How
large is it?

 b. What is the sample desired by this researcher? How
large is it?

 c. Describe how the researcher would select the sam-
ple by using an online random numbers generator.

 d. Using an online random numbers generator, list the
first 10 participants that this researcher would select
for the study.

5.39 Hypotheses and the school psychologist career 
survey: Continuing with the study described in the 
previous exercise, once the researcher had randomly 
selected the sample of 100 Canadian psychologists, she 
decided to randomly assign 50 of them to receive, as 
part of their survey materials, a (fictional) newspaper 
article about the improving job market. She assigned 
the other 50 to receive a (fictional) newspaper article 
about the declining job market. The participants then 
responded to questions about their attitudes toward 
their careers.

 a. What is the independent variable in this experi-
ment, and what are its levels?

 b. What is the dependent variable in this experiment?

5.26 Randomly assign eight people to three conditions of 
a study, numbered 1, 2, and 3 using an online random 
numbers generator. (Note: Assign people to conditions 
without concern for having an equal number of people 
in each condition.)

5.27 You are running a study with five conditions, num-
bered 1 through 5. Using an online random numbers 
generator, assign the first seven participants who arrive 
at your lab to conditions, not worrying about equal 
assignment across conditions.

5.28 Explain why, given the general tendency people have 
of exhibiting the confirmation bias, it is important to 
collect objective data.

5.29 Explain why, given the general tendency people have 
of perceiving illusory correlations, it is important to 
collect objective data.

5.30 What is the probability of hitting a target if, in the 
long run, 71 out of every 489 attempts actually hit the 
target?

5.31 On a game show, 8 people have won the grand prize 
and a total of 266 people have competed. Estimate the 
probability of winning the grand prize.

5.32 Convert the following proportions to percentages:

 a. 0.0173

 b. 0.8

 c. 0.3719
5.33 Convert the following percentages to proportions:

 a. 62.7%

 b. 0.3%

 c. 4.2%
5.34 Convert the following percentages to proportions:

 a. 87.3%

 b. 14.2%

 c. 1%
5.35 Indicate whether each of the following  statements 

refer s to personal probability or to expected 
 relative-frequency probability. Explain your answers.

 a. The chance of a die showing an even number is 50%.

 b. There is a 1 in 4 chance that I’ll be late for class
tomorrow.

 c. The likelihood that I’ll break down and eat ice
cream while studying is 80%.

 d. PlaneCrashInfo.com reported that the odds of
being killed on a single flight on 1 of the top 25
safest airlines is 1 in 9.2 million.
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down and you cannot use an online random numbers 
 generator. Your roommate offers to write down a list 
of 60  random numbers between 001 and 300 for you 
so you can be done quickly. In three to four sentences, 
explain to your roommate why she is not likely to cre-
ate a list of random numbers.

5.44 Random sampling and random assignment: For 
each of the following studies, state (1) whether random  
sampling was likely to have been used, and explain 
whether it would have been possible to use it. Also, 
describe the population to which the researcher wanted 
to and could generalize, and state (2) whether random 
assignment was likely to have been used, and whether it 
would have been possible to use it.
 a. A developmental psychologist wondered whether

children born preterm (prematurely) had different
social skills at age 5 than children born full term.

 b. A counseling center director wanted to compare
the length of therapy in weeks for students who
came in for treatment for depression versus students
who came in for treatment for anxiety. She wanted
to report these data to the university administrators
to help develop the next year’s budget.

 c. An industrial-organizational psychologist won-
dered whether a new laptop design would affect
people’s response time when using the computer.
He wanted to compare response times when using
the new laptop with response times when using
two standard versions of laptops, a Mac and a PC.

5.45 Online sampling and visualizing neurons: 
Researcher Zoran Popović has developed a video game 
called Mozak (Serbo-Croatian for “brain”) for the Allen 
Institute for Brain Science that enlists players—research 
participants, actually—to trace lines over images of 
neurons (Wingfield, 2017). The goal: to create three- 
dimensional models that other researchers can use to 
study what happens when the nervous system goes 
awry, such as with Parkinson’s disease. Because there are 
so many variations of neurons—more than 100 million 
neurons in the human brain—Popović and his col-
leagues need help. They have managed to entice about 
200 users to play the game daily, garnering points and 
attaining levels as in any video game. This work has 
enabled the researchers to work 10 times as fast as 
without the Mozak players.
 a. Which method of sampling is Popović’s team using

to collect data?
 b. What is the primary benefit of this method?
 c. What is a possible ethical problem with this method?

 c. Write a null hypothesis and a research hypothesis
for this study.

5.40 Random assignment and the school psycholo-
gist career survey: Refer to the previous exercise 
when responding to the following questions.

 a. Describe how the researcher would randomly assign
the participants to the levels of the independent
variable. Be sure to explain how the levels of the
independent variable would be numbered and how
the researcher would use an online random num-
bers generator.

 b. Describe how would the researcher use an online
random numbers generator to list the levels of the
independent variable to which the first 10 partici-
pants would be assigned. Use 0 and 1 to represent
the two conditions.

 c. Why is it possible that these numbers do not appear
to be random? Discuss the difference between
short-run and long-run proportions.

5.41 Negativity bias and constraints on generality: In 
a recent article, Amber Boydstun and her colleagues 
(2019) described a study on the effects of negativity 
bias in a political context. Negativity bias is the finding 
that people’s decisions are more influenced by nega-
tively framed information (e.g., number of jobs lost) 
than they are by positively framed information (e.g., 
number of jobs saved). When interpreting their results, 
Boydstun and colleagues devoted a whole section of 
their paper to constraints on generalization, in which 
they discussed various conditions under which they 
would expect their results to generalize (or not). For 
example, they said, “We expect that our results would 
generalize to any sample of U.S. participants below age 
50 who identify as Democrat, Republican, or Indepen-
dent leaning Democrat or Republican.” How does this 
COG statement help future researchers who are also 
interested in negativity bias in a political context?

5.42 Negativity bias and WEIRD: Refer to the description 
of the study by Amber Boydstun and her colleagues (2019) 
in the previous exercise. How is the COG statement pro-
vided by the authors related to the WEIRD problem?

5.43 Random sampling and a survey of  psychology 
majors: Imagine that you have been hired by the 
 psychology department at your school to administer a 
survey to psychology majors about their experiences 
in the department. You have been asked to randomly 
select 60 of these majors from the overall pool of 300. 
You are working on this project in your dorm room 
using a random numbers table because the server is 

06_nolanessstats5e_24719_ch05_111_142.indd   136 26/06/20   5:36 PM

Copyright ©2021 Worth Publishers. Distributed by Worth Publishers. Not for redistribution.



CHAPTER 5 ■ Sampling and Probability   137

5.46 Samples and Cosmo quizzes: Cosmopolitan mag-
azine (Cosmo, as it’s known popularly) publishes many 
of its well-known quizzes on its Web site. One quiz, 
aimed at heterosexual women, is titled “Are You Way 
Too Obsessed with Your Ex?” A question about “your 
rebound guy” offers these three choices: “Any random 
guy who will take your mind off the split,” “A doppel-
gänger of your ex,” and “The polar opposite of the last 
guy you dated.” Consider whether you want to use the 
quiz data to determine how obsessed women are with 
their exes.

 a. What is the danger of relying on volunteer samples
in general?

 b. What other problems do you see with this quiz?
Comment on the types of questions and responses.

5.47 Samples and a survey on sex education: The  
Gizmodo blog Throb, a Web site focused on the sci-
ence of sex, released its own sex education survey (Kelly, 
2015).  The journalist who developed the survey wrote: 
“I hope that with enough of your answers, we can start 
to build a picture of what sex ed actually looks like in 
[the United States]. And then maybe we can start to fig-
ure out how it actually affects the students who take it.”

 a. Do you think the journalist’s results are likely to be
representative of the U.S. population? Why or why not?

 b. Describe the people most likely to volunteer for
this sample. Why might this group be biased in
comparison to the overall U.S. population?

 c. The blogger says, “Five minutes poking around
online forums where teens ask questions about
sex can make me weep with rage and despair,” an
indication that she believes that misinformation is
common. How might her perspective, likely one
reflected in the blog Throb generally, lead to a par-
ticular type of survey respondent?

 d. Because this survey is posted online, it’s likely to
get a large number of respondents. Why is it not
enough to have a large sample to conduct a study
with high external validity? What would we need
to change about this sample to increase external
validity?

5.48 Random sampling or random assignment: For 
each of the following hypothetical scenarios, state 
whether sampling or assignment is being described. 
Is the method of sampling or assignment random? 
Explain your answer.

 a. A study of the services offered by counsel-
ing centers at Canadian universities examined

20 universities; every Canadian university had an 
equal chance of being in this study.

 b. In a study of phobias, 30 rhesus monkeys were
either exposed to fearful stimuli or not exposed
to fearful stimuli. Every monkey had an equal
chance of being placed in either of the exposure
conditions.

 c. In a study of cell phone usage, participants were
recruited by including along with their cell phone
bill an invitation to participate in the study.

 d. In a study of visual perception, 120 Introduction to
Psychology students were recruited to participate.

5.49 Confirmation bias and negative thought pat-
terns: Explain how the general tendency of a confir-
mation bias might make it difficult to change negative 
thought patterns that accompany major depressive 
disorder.

5.50 Probability and coin flips: Short-run proportions 
are often quite different from long-run probabilities.

 a. In your own words, explain why we would expect
proportions to fluctuate in the short run, but why
long-run probabilities are more predictable.

 b. What is the expected long-run probability of heads
if a person flips a coin many, many times? Why?

 c. Flip a coin 10 times in a row. What proportion
is heads? Do this 5 times. (Note: You will learn
more by actually doing it, so don’t just write down
numbers!)

Proportion for the first 10 flips:

Proportion for the second 10 flips:

Proportion for the third 10 flips:

Proportion for the fourth 10 flips:

Proportion for the fifth 10 flips:

 d. Do the proportions in part (c) match the expected
long-run probability in part (b)? Why or why not?

 e. Imagine that a friend flipped a coin 10 times, got
9 out of 10 heads, and complained that the coin
was biased. How would you explain to your friend
the difference between short-term and long-term
probability?

5.51 Probability, proportion, percentage, and Where’s 
Waldo?: Salon.com reporter Ben Blatt (2013) analyzed 
the location of Waldo in the game in which you must 
find Waldo, a cartoon man who always wears a red-and- 
white-striped sweater and hat, in a highly detailed 
illustration. Blatt reported that “53 percent of the time 
Waldo is hiding within one of two 1.5-inch tall bands, 
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examples, (1) state whether the trials are indepen-
dent or dependent and (2) explain why. In addition, 
(3) state whether it is possible that the quote is accu-
rate or whether it is definitely fallacious, explaining
how the independence or dependence of trials influ-
ences accuracy.

 a. You are playing Monopoly and have rolled a pair of
sixes in 4 out of your last 10 rolls of the dice. You
say, “Cool. I’m on a roll and will get sixes again.”

 b. You are an Ohio State University football fan and
are sad because the team has lost two games in a
row. You say, “That is really unusual; the Buckeyes
are doomed this season. That’s what happens with
lots of early-season injuries.”

 c. You have a 20-year-old car that has trouble start-
ing from time to time. It has started every day this
week, and now it’s Friday. You say, “That’s it. It’s
been reliable all week, and even though I did get a
tune-up last week, today is bound to be the day it
fails me.”

5.55 Null hypotheses and research hypotheses: For 
each of the following studies, cite the likely null 
hypothesis and the likely research hypothesis.

 a. A forensic cognitive psychologist wondered
whether repetition of false information (versus no
repetition) would increase the tendency to develop
false memories, on average.

 b. A clinical psychologist studied whether ongoing
structured assessments of the therapy process (ver-
sus no assessment) would lead to better outcomes, 
on average, among outpatient therapy clients with
depression.

 c. A corporation recruited an industrial- organizational
psychologist to explore the effects of cubicles
( versus enclosed offices) on employee morale.

 d. A team of developmental cognitive psycholo-
gists studied whether teaching a second language
to children from birth affects children’s ability to
speak their native language.

5.56 Decision about null hypotheses: For each of the fol-
lowing fictional conclusions, state whether the researcher 
seems to have rejected or failed to reject the null hypoth-
esis (contingent, of course, on inferential statistics having 
backed up the statement). Explain the rationale for your 
decision.

 a. When false information is repeated several times,
people seem to be more likely, on average, to
develop false memories than when the information
is not repeated.

one starting three inches from the bottom of the page 
and another one starting seven inches from the bot-
tom, stretching across the spread.” One of Blatt’s col-
leagues used this trick to find Waldo more quickly than 
another colleague who did not have this information 
across 11 illustrations.

 a. What does the term probability refer to? What is
the probability of finding Waldo in one of the two
1.5-inch bands that Blatt identified?

 b. What does the term proportion refer to? What is the
proportion of Waldos in one of these two 1.5-inch
bands?

 c. What does the term percentage refer to? What is the
percentage of Waldos in one of these two bands?

 d. Based on these data, do you have enough infor-
mation to determine whether the Where’s  Waldo?
game is fixed? Why or why not? (Note: Blatt
reported that the “probability of any two 1.5-inch
bands containing at least 50 percent of all Waldo’s is
remarkably slim, less than 0.3 percent.”)

5.52 Independent trials and Eurovision Song Contest 
bias: As reported in the Telegraph (Highfield, 2005), 
Oxford University researchers investigated allegations 
of voting bias in the annual Eurovision Song Contest, 
which pits pop music acts from across Europe, one per 
country, against each other. The research team found 
that neighboring countries tended to vote as a block—
Norway with Sweden, Belarus with Russia, and Greece 
with Cyprus, for example. Explain why one could not 
consider the votes to be independent of each other in 
this case.

5.53 Independent trials and the U.S. presidential election:  
Nate Silver is a statistician and journalist who uses 
statistics to create prediction tools. In an article lead-
ing up to the 2012 U.S. presidential election in which 
Barack Obama bested Mitt Romney, Silver (2012) 
explained his prediction methods as “principally, an 
Electoral College simulation, [which] therefore relies 
more heavily on state-by-state polls.” Consider Silver’s 
consolidation of data from polls across the 50 states.  
In what way are these polls likely to be independent 
trials? Why could someone argue that they are not 
truly independent trials?

5.54 Independent or dependent trials and probability: 
Gamblers often falsely predict the outcome of a 
future trial based on the outcome of previous tri-
als. When trials are independent, the outcome of a 
future trial cannot be predicted based on the out-
comes of previous trials. For each of the following 
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 b. Therapy clients with major depressive disorder
who have ongoing structured assessments of ther-
apy seem to have lower post-therapy depression
levels, on average, than do clients who do not have
ongoing structured assessments.

 c. Employee morale does not seem to be different, on
average, whether employees work in cubicles or in
enclosed offices.

 d. A child’s native language does not seem to be dif-
ferent in strength, on average, whether the child is
raised to be bilingual or not.

5.57 Type I versus Type II errors: Examine the state-
ments from the previous exercise repeated here. For 
each, if this conclusion were incorrect, what type of 
error would the researcher have made? Explain your 
answer.

 a. When false information is repeated several times,
people seem to be more likely, on average, to
develop false memories than when the information
is not repeated.

 b. Therapy clients with major depressive disorder
who have ongoing structured assessments of ther-
apy seem to have lower post-therapy depression
levels, on average, than do clients who do not have
ongoing structured assessments.

 c. Employee morale does not seem to be different,
on average, whether employees work in cubicles or
enclosed offices.

 d. A child’s native language does not seem to be dif-
ferent in strength, on average, whether the child is
raised to be bilingual or not.

5.58 Rejecting versus failing to reject an invitation: 
Imagine you have found a new study partner in your 
statistics class. One day, your study partner asks you to 
go on a date. This invitation takes you completely by 
surprise, and you have no idea what to say. You are not 
attracted to the person in a romantic way, but at the 
same time you do not want to hurt his or her feelings.

 a. Create two possible responses to the person, one in
which you fail to reject the invitation and another in
which you reject the invitation.

 b. How is your failure to reject the invitation different
from rejecting or accepting the invitation?

5.59 Confirmation bias, errors, replication, and horo-
scopes: A horoscope on Astrology.com stated: “A big 
improvement is in the works, one that you may know 
nothing about, and today is the day for the big unveil-
ing.” A job-seeking recent college graduate might spot 

some new listings for interesting positions and decide 
the horoscope was right. If you look for an association, 
you’re likely to find it. Yet, over and over again, careful 
researchers have failed to find evidence to support the 
accuracy of astrology (e.g., Dean & Kelly, 2003).

 a. Explain to the college graduate how confirmation
bias guides his logic in deciding the horoscope was
right.

 b. If Dean and Kelly and other researchers were
wrong, what kind of error would they have made?

 c. Explain why replication (i.e., “over and over again”)
means that this finding is not likely to be an error.

5.60 Probability and sumo wrestling: In their book 
 Freakonomics, Levitt and Dubner (2005) describe a study 
conducted by Duggan and Levitt (2002) that broached 
the question: Do sumo wrestlers cheat? Sumo wrestlers 
garner enormous respect in Japan, where sumo wres-
tling is considered the national sport. The researchers 
examined the results of 32,000 wrestling matches over 
an 11-year time span. If a wrestler finishes a tourna-
ment with a losing record (7 or fewer wins out of 
15 matches), his ranking goes down, as do the money 
and prestige that come with winning. The research-
ers wondered whether, going into the last match of 
the tournament, wrestlers with 7-7 records (needing 
only 1 more win to rise in the rankings) would have a  
better-than-expected win record against wrestlers with 
8-6 records (those who already are guaranteed to rise
in the rankings). Such a phenomenon might indicate
cheating. One 7-7 wrestler (wrestler A), based on past
matches against a given 8-6 opponent (wrestler B), was
calculated to have won 48.7% of the time.

 a. If there is no cheating, what is the probability that
wrestler A will beat wrestler B in any situation,
including the one in which A is 7-7 and B is 8-6?

 b. If matches tend to be rigged so that 8-6 wrestlers
frequently throw matches to help other wres-
tlers maintain their rankings (and to get payback
from 7-7 wrestlers in future matches), what would
you expect to happen to the winning percentage
when these two wrestlers meet under these exact
 conditions—that is, the first is 7-7 in the tourna-
ment and the second is 8-6?

 c. State the null hypothesis and the research hypothe-
sis for the study examining whether sumo wrestlers
cheat.

 d. In this particular real-life example, wrestler A was
found to have beaten wrestler B 79.6% of the time
when A had a 7-7 record and B had an 8-6 record. 
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own horoscope as the best match for them when the 
horoscopes were labeled with the signs of the zodiac, 
whereas only 13% chose their own horoscope when 
the predictions were labeled only with numbers and in 
a random order. Thirteen percent is not statistically sig-
nificantly different from 8.3%, which is the percentage 
we’d expect by chance.

 a. What is the population of interest, and what is the
sample in this study?

 b. Was random sampling used? Explain your answer.

 c. Was random assignment used? Explain your answer.

 d. What is the independent variable and what are its
levels? What is the dependent variable? What type
of variables are these?

 e. What is the null hypothesis and what is the research
hypothesis?

 f. What decision did the researchers make? (Respond
using the language of inferential statistics.)

 g. If the researchers were incorrect in their decision, 
what kind of error did they make? Explain your
answer. What are the consequences of this type of
error, both in general and in this situation?

5.63 Alcohol abuse interventions: Sixty-four male stu-
dents were ordered, after they had violated university 
alcohol rules, to meet with a school counselor.  Borsari 
and Carey (2005) randomly assigned these students 
to one of two conditions. Those in the first condi-
tion were assigned to undergo a newly developed 
brief motivational interview (BMI), an intervention 
in which educational material relates to the students’ 
own experiences; those in the second condition were 
assigned to attend a standard alcohol education ses-
sion (AE) in which educational material is presented 
with no link to students’ experiences. Based on infer-
ential statistics, the researchers concluded that those in 
the BMI group had fewer alcohol-related problems at  
follow-up, on average, than did those in the AE group.

 a. What is the population of interest, and what is the
sample in this study?

 b. Was random sampling likely used? Explain your
answer.

 c. Was random assignment likely used? Explain your
answer.

 d. What is the independent variable and what are its
levels? What is the dependent variable?

 e. What is the null hypothesis and what is the research
hypothesis?

If inferential statistics determined that it was very 
unlikely that this would happen by chance, what 
would your decision be? Use the language of 
hypothesis testing.

5.61 Testimonials and Harry Potter: Amazon and 
other online bookstores offer readers the opportunity 
to write their own book reviews, and many potential 
readers scour these reviews to decide which books to 
buy. Harry Potter books attract a great deal of these 
reader reviews. One Amazon reviewer, “bel 78,” sub-
mitted her review of Harry Potter and the Half-Blood 
Prince from Argentina. Of the book, she said, “It’s simply 
outstandingly good,” and suggested that readers of her 
review “run to get your copy.” Do these reviews have an 
impact? In this case, more than 900 people had read bel 
78’s review, and close to 700 indicated that the review 
was helpful to them.

 a. Imagine that you’re deciding whether to buy Harry
Potter and the Half-Blood Prince, and you want to
know what people who had already read the book
thought before you invest the money and time.
What is the population whose opinion you’re
interested in?

 b. If you read only bel 78’s review, what is the sample
from which you’re gathering your data? What are
some of the problems in relying on just this one
review?

 c. About 5500 readers had reviewed this book on
Amazon by 2016. What if all reviewers agreed that
this book was amazing? What is the problem with
this sample?

 d. Given no practical or financial limitations, what
would be the best way to gather a sample of Amazon
users who had read this Harry Potter book?

 e. A friend plans to order a book online to take on
spring break. She is reading online reviews of sev-
eral books to make her decision. Explain to her
in just a few sentences why her reliance on testi-
monials is not likely to provide her with objective
information.

Putting it All Together

5.62 Horoscopes and predictions: People remember 
when their horoscopes had an uncanny prediction—
say, the prediction of a problem in love on the exact day 
of the breakup of a romantic relationship—and decide 
that horoscopes are accurate. Munro and Munro (2000) 
are among those who have challenged such a conclu-
sion. They reported that 34% of students chose their 
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 f. What decision did the researchers make? (Respond
using the language of inferential statistics.)

 g. If the researchers were incorrect in their decision, 
what kind of error did they make? Explain your
answer. What are the consequences of this type of
error, both in general and in this situation?

5.64 Treatment for depression: Researchers conducted a 
study of 18 patients whose depression had not responded 
to treatment (Zarate, 2006). Half received one intravenous 
dose of ketamine, a hypothesized quick fix for depression; 
half received one intravenous dose of  placebo. Far more 
of the patients who received  ketamine improved, as mea-
sured by the Hamilton Depression Rating Scale, usually in 
less than 2 hours, than patients on placebo.

 a. What is the population of interest, and what is the
sample in this study?

 b. Was random sampling likely used? Explain your answer.

 c. Was random assignment likely used? Explain your
answer.

 d. What is the independent variable and what are its
levels? What is the dependent variable?

 e. What is the null hypothesis and what is the research
hypothesis?

 f. What decision did the researchers make? (Respond
using the language of inferential statistics.)

 g. If the researchers were incorrect in their decision, 
what kind of error did they make? Explain your

answer. What are the consequences of this type of 
error, both in general and in this situation?

5.65 Preregistration, crowdsourcing, and fake news: 
Ethical researchers are increasingly using the Inter-
net to modernize their research and conduct it in a 
more ethical way. In one study, not yet peer-reviewed, 
Yale researchers found that increased exposure to fake 
news headlines led to increased perceptions that these 
headlines were accurate (Pennycook et al., 2018).  
The researchers described their methods as follows: 
“All data are available online (osf.io/txf46/). We 
preregistered our hypotheses, primary analyses, and 
sample size (osf.io/txf46/). . . . All participants were 
recruited from Amazon’s Mechanical Turk (Horton  
et al., 2011).”

 a. Describe two ways in which the researchers are
using ethical, transparent practices. Explain why
these practices are ethical.

 b. What is HARKing (see Chapter 1), and how does
one of the practices described here make it impos-
sible for the researchers to HARK?

 c. What do the researchers mean when they say that
they recruited participants from Amazon’s Mechan-
ical Turk? What kind of a sample is this?

 d. What are some of the benefits of collecting data in
this way?

 e. What are some of the drawbacks of collecting data
in this way?

random sample (p. 112)
convenience sample (p. 112)
generalizability (p. 114)
replication (p. 114)
volunteer sample (p. 114)
crowdsourcing (p. 114)
WEIRD samples (p. 117)
constraints on generality (COG) 

 statement (p. 117)

confirmation bias (p. 119)
illusory correlation (p. 119)
personal probability (p. 120)
probability (p. 120)
expected relative-frequency probability 

(p. 121)
trial (p. 121)
outcome (p. 121)

success (p. 121)
control group (p. 124)
experimental group (p. 124)
null hypothesis (p. 124)
research hypothesis (p. 124)
Type I error (p. 127)
Type II error (p. 128)

TERMS

Visit LaunchPad to access the e-book and to 
test your knowledge with LearningCurve.
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